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Abstract. Intelligent Tutoring Systems (ITSs) provide an ideal environment for 
coached learning. A goal in ITS development is to maximise effective learning 
which provides the motivation for this research. This paper proposes the notion 
of problem templates (PTs): mental constructs used by experts to retrieve large 
amounts of domain-specific data to solve a problem. This research aims to 
examine the validity of such a construct and investigate its role in regards to 
effective learning within ITSs.  After extensive background research, an 
evaluation study was performed at the University of Canterbury in which PTs 
were created in Structured Query Language (SQL) and were used to model 
students, select problems, and provide customised feedback in the experimental 
version of SQL-Tutor, an Intelligent Tutoring System. The control group used 
the original version of SQL-Tutor where pedagogical (problem selection and 
feedback) and modelling decisions were based on constraints. Prior research, 
real-life examples, and preliminary results show that such a construct could 
exist; furthermore, it could be used to help students attain high levels of 
expertise within a domain. Students using the template based ITS showed high 
levels of learning within short periods of time. The author suggests further 
evaluation studies to investigate the extent and detail of its effect on learning. 

1. Introduction 

Although learning is of great importance in our society, our education systems are 
fraught with problems. Some researchers even claim that there is a crisis in the 
education field and that education as a whole is on a decline [1]. Irrespective of their 
position on the state or trend of education today, researchers seem to agree on how 
little we know about the complex processes and interaction between teaching 
techniques, the content, the learning process, and the learner [2]. High student-to-
teacher ratios, inadequate resources, and education models that view the student and 
content as static entities (forcing each student to trace exactly the same path through 
the curriculum) lead to less than optimal learning environments. In an attempt to tailor 
the course work to a large group of students, the teacher is compelled to aim the 
course content and set the speed of progress at the ‘average’ student level, thereby 
providing the ideal level for only a small percentage of students. With high student 
numbers, pupil interaction is low. The teaching process turns into one of knowledge 
transfer, where declarative knowledge is transferred from the teacher to the passive 
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student. The role of practice with adequate feedback is denigrated. Deep learning 
however, requires the student to play an active role, involving high participation and 
interaction between the student and the teacher. Practice is an essential part of skill 
acquisition [3].  

Psychological studies show that students could learn and retain more information 
from discovery than from direct instruction [4]. However, it has also been noted that 
experts could benefit from learning through exploration, whereas novices could get 
overwhelmed and lose direction with unguided exploration [5]. This implies that 
learning should be continually monitored and customised to the knowledge level and 
expertise of the student; providing more guidance, direction, and feedback for the 
novice and allowing greater freedom for exploration and choice as expertise 
increases. This level of monitoring and customising is only possible in either one-to-
one human tutoring or with Intelligent Tutoring Systems (ITSs), the latter being more 
practical. 

1.1 Motivation for the Research 

ITSs are computer-based, interactive, adaptive, learning environments that allow 
students to practice domain-specific skills whilst receiving explicit feedback to their 
solutions. Each student’s knowledge of various portions of the domain is recorded in 
a student model. From this, a knowledge level is continually calculated and updated. 
Both the model and the knowledge level are used to customise and create each 
student’s path through the course material. ITSs shift the focus from knowledge 
transfer to knowledge communication [5]; the student is no longer a passive recipient 
of knowledge. Instead, they are actively involved in the learning process that has been 
adapted to their current knowledge and capabilities. ITSs provide a good solution to 
the problems mentioned in the previous paragraphs. 

Although ITSs have been used successfully in a number of domains achieving high 
learning rates within short periods [6-8], the learning rates are still not as high as one-
to-one human tutoring [9]. A main goal of ITS development is to increase the 
effectiveness of learning within the ITS. It is this goal that provides the impetus for 
this research. Two main methods of achieving this goal exist. First, modules within 
the ITS can be enhanced to increase effectiveness. Second, conjectures regarding 
various aspects of learning can be made and evaluated. This research attempts both, 
with greater emphasis on the latter. 

In line with this goal, this research consists of two main parts. In the first part, we 
propose the idea of Problem Templates (PTs) and examine the validity of such a 
notion by researching theories of expertise and memory [see Section 2]. PTs are high-
level mental constructs that we believe experts use to hold large amounts of data that 
are retrievable as a single chunk. In the second part, we explore if physical 
representations of PTs can be created and implemented within an ITS, if pedagogical 
decisions within an ITS can be based on them, and if students’ knowledge can be 
modelled using them [see Section 3]. An evaluation study was conducted to 
investigate the effect of PTs on learning; a brief description is given in Section 4. This 
is followed by the conclusions drawn from this research and future work in Section 5. 
This paper covers part of the research conducted for a BSc Honours Project.  
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2. Background 

Experts are able to memorise and handle a significantly greater amount of domain 
information than non-experts [10]. This phenomenon, first reported by De Groot [11], 
has been termed the expertise effect in memory recall, and has since been observed in 
a number of domains [12]. Till recently the chunking theory [13] was used to explain 
this effect. As an extension to the chunking theory, the template theory of memory 
(TT) [14] suggests that higher level chunks called templates are stored in Long-Term 
Memory (LTM) with pointers to them in Short-Term Memory (STM). Templates 
contain slots that have either information or pointers to other templates stored in 
them. This recursive nature of templates allows the expert to categorise templates 
hierarchically as a tree structure, enabling the quick retrieval of vast amounts of 
information from a single pointer held in STM.  

Other theories exist and a comparison is given in [15]. Some common themes 
emerge from these theories that are relevant to this research. First, domain knowledge, 
not cognitive ability, defines expertise. Second, patterns and schemas, where 
meaningfully related items are grouped together, are used to organise domain 
information. Third, experts store information regarding problem states in recursively 
contained chunks (or templates); the chunk size being proportional to expertise. The 
information contained in these templates allows the expert to recognise the problem 
state, instantly recall solution strategies, and enable prediction and planning. Fourth, 
although learning domain knowledge takes time, encoding knowledge into the 
template slots occurs rapidly. Experts build templates with practice over time. Finally, 
templates can be created deliberately or implicitly.  

2.1 Introducing Problem Templates 

Problem templates are an extension to memory templates proposed in TT. These 
mental constructs are created and organised by experts and contain within their slots, 
information to recognise particular problem states and common strategies to solve the 
problem (i.e. take the user from the current state to an intended solution state). In 
addition, they could also contain a list of tools or related information (or pointers to 
related templates) required to implement the chosen solution strategy. PTs are not 
only domain-specific, but are also generally specific to problem types. Because of 
PTs, experts have access to large amounts of specific information regarding the 
problem state and possible solution strategies, thereby displaying the expertise trait of 
seemingly effortlessly implementing solutions. The following paragraphs discuss 
certain traits of experts as described in research, and use them to justify the validity of 
PTs.  

A review of research into expertise traits in [16] highlights common themes that 
support the existence of PTs. First, expertise is domain-specific. PTs are also domain-
specific. In fact, they are specific to problem types. Second, experts use heuristics to 
solve problems. As expertise increases, experts use less deduction based thinking and 
more pattern-matching strategies. PTs utilise pattern matching techniques to recognise 
the problem state and employ common solution strategies. Third, experts are able to 
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quickly retrieve large amounts of domain-specific information. They are also able to 
alter strategies quickly to account for varying or exceptional circumstances. The idea 
of PTs allows a single pointer held in memory to retrieve the whole hierarchy of 
associated PTs from LTM. As the expert is dealing with lightweight pointers instead 
of data, it is very easy to alter their strategy for varying circumstances, by retrieving 
another pointer (i.e. traversing another branch of the tree). Fourth, experts use a divide 
and conquer approach to break complex problems into smaller ones and apply 
solution strategies for each sub-problem. With PTs, related templates are linked 
together by pointers. Each template carries one or more strategies to solve that 
problem state (or sub-problem). The process of retrieving and implementing these 
strategies to solve the overall problem automatically uses the divide and conquer 
approach. 

Experts are able to proceed by forward reasoning whereas novices reason 
backwards from a goal [3]. This enables experts to anticipate future moves or problem 
states and plan ahead. We believe that PTs explain this phenomenon. As described 
earlier, the expert has a hierarchically organised, tree-like structure containing PTs. 
The inner nodes are generally lightweight containing pointers to other nodes, while 
the outer leaf nodes contain data. Given this tree, the expert is able to progress by 
strategically planning ahead. The novice however, has to envision the final goal and 
trace a path back to their current problem state. Because novices are primarily dealing 
with data rather than pointers, their cognitive load is also very high, increasing the 
time and effort required to solve the problem. This also restricts the novice’s ability to 
plan. 

In certain domains such as driving and aviation, the proportion of unnecessary, 
high-risk behaviour that causes safety concerns is inversely proportional to 
experience. PTs go a long way to explain this behaviour. As described in the previous 
paragraph, experts are able to plan ahead while novices are unable to predict future 
problem states that could result as a consequence of their current actions. This 
inability to envision or predict future consequences elicits high-risk behaviour. 
Programmes such as driver education are created to increase experience and add 
expert wisdom by teaching consequences; or in our view, impart template information 
in the form of coached, expert training. 

We believe that examples of experts using PTs can be found in many other 
domains. All these PTs allow the user to recognise the problem state, employ common 
solution strategies, and optionally contain lists of tools or associated information (or 
pointers to related PTs). For instance, in practical driving instruction, students are 
taught PTs (hill-starts, three-point turns, parallel parking, uncontrolled intersections, 
etc.) instead of precise technical details such as velocity, torque, engine RPM, gear 
ratios, etc. Grandmasters in chess use PTs to recognise problem states, predict many 
moves ahead, plan, and implement relevant strategies. Similarly, golf experts 
recognise problem states (e.g. the sand bunker, green, fairway, etc), select appropriate 
tools (e.g. sand wedge, putter, driver - irons/woods), and implement correct strategies 
(e.g. wedge shot, putt, drive). Design patterns have transformed the way students are 
taught in the field of Object-Oriented design. These are common strategies compiled 
by experts over many years that are applicable to common problem states. In team 
sports, collaborative PTs such as game-plays (pattern plays) are created with the 
purpose of quickly recognising and solving problem states collaboratively.  
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3. Creating and Implementing Templates in an ITS 

We extended SQL-Tutor, a constraint-based tutor that teaches database querying, to 
include PTs. For more information on SQL-Tutor and Constraint-based modelling, 
please refer to [8, 17]. SQL-Tutor contains 278 problems with associated ideal 
solutions, written by experts since 1996. To create PTs in Structured Query Language 
(SQL), we first analysed and categorised these solutions using features such as level 
of nesting, clauses used, number of relations and associated attributes, types of 
attributes, aggregate functions, etc. This gave us 38 groups containing semantically 
equivalent solutions.  In the next step, all relation and attribute names were replaced 
by generic variables (e.g. <rel1> to represent a relation) to form generic statements 
(one for each group). These statements now represented common solution strategies 
labelled as ideal solutions by experts for all problems in SQL-Tutor. To complete the 
formation of templates, the statements were sequentially numbered (template ID), and 
a feedback message attached to each. This feedback message was shown to the 
student on violation of the template. Two examples of templates (PT 1 and PT 3) are 
shown in Table 1. The templates consist of the template ID, the list of problems 
belonging to the template, the generic statement representing the SQL goal statement, 
and the feedback message. 

 

Table 1: Representation of SQL PT1 and PT3 

(1 (1 26 59 132 135 164 168 151 199 235)  
("SELECT * FROM table" "Retrieve all attributes of one table”)) 

(3 (152 237 255 260)  
("SELECT DISTINCT attribute(s) FROM table" "You want the details without 
duplicates (DISTINCT) of the attribute(s) of a table")) 

 
The 38 templates were then categorised into eight template groups; the reasons for 

this are as follows. The original version of SQL-Tutor was used as the control version 
in the evaluation study. In that version, prior to selecting a problem, students must 
choose an SQL clause from which they would want a problem. At the equivalent 
point in the experimental version (the template based version), students would select 
from templates. However, this meant that the number of items presented (6 versus 38) 
would not only be dissimilar in the amount of choice, but also in what can be 
contained in STM at one time for adequate processing (approximately 7±2 chunks). 
Template groups provided a solution to these problems. 

Each problem in SQL-Tutor is assigned a difficulty level by the problem author, 
and ranges from one to nine; nine being the most difficult. Problem difficulty levels 
were compared within each template group. The hypothesis was that since templates 
signified a particular type of solution, they should also have the same difficulty levels; 
this was confirmed. The average template group difficulty level was used for certain 
pedagogical decisions. 

In the control version, the student models are represented as overlays on top of 
constraints. A similar method was used for the experimental version, but with 



6      Moffat Mathews and Antonija Mitrović 

templates instead of constraints. Constraint histories were still recorded for both 
versions for comparative analysis, although they were used in pedagogical decisions 
only for the control group.  

Problem selection was done using the difficulty levels described above, the 
student’s knowledge scores, and the student’s knowledge level. The student’s 
knowledge score and level reflect their mastery of particular concepts and the overall 
domain respectively. The knowledge scores and levels are continually updated as the 
student progresses through the content.  

SQL-Tutor provides up to six levels of feedback (simple feedback, error flag, hint, 
partial solution, list all errors, and full solution) on submission of the student’s 
solution. In addition to these messages, the experimental group also received 
template-specific feedback messages on feedback levels greater than error flag. The 
feedback messages also contained the generic template statement in text form. 

4. Evaluation Study 

An evaluation study was conducted at the University of Canterbury in May 2006, 
with volunteers from an undergraduate database course. Of the 68 students in the 
course, 48 logged into SQL-Tutor and completed a pre-test. Equally comparable pre 
and post-tests were administered online; the pre-test on first login, and the post-test on 
logins after a specified date (5th June 2006) nearing the end of the study. Students 
were randomly allocated to the control group (23) or the experimental group (25). 
They were able use SQL-Tutor at any time. Student models comprising constraint 
histories and logs containing all student actions and ITS decisions were recorded. 

Both the pre and post-tests contained four problems, each worth one mark. For the 
pre-test, the control group scored a mean of 0.5 (sd = 0.07) while the experimental 
group scored a mean of 0.42 (sd = 0.06). There was no significant difference between 
the pre-test results ensuring that both groups belonged to the same population and 
were comparable. Unfortunately, only 16 students completed the post-test, out of 
which six did not attempt any problems between the pre and post-tests. Their results 
were excluded from the analysis. Analysis of the remaining ten students is presented 
in Table 2. There was no significant difference between the groups. However, the 
number of students in the matched condition is too low for adequate comparisons. 

 

Table 2: Analysis of matched pre and post-tests 

Group No. of participants Pre-test Post-test 
Experimental 6 38% (0.25) 62.5% (0.2) 
Control 4 42% (0.30) 62.5% (0.12) 
 
Learning curves were plotted for both groups [see Figure 1]. Learning curves show 

whether the concepts taught are being learned; if they are, a power curve should 
result. For more information on learning curves see [18, 19]. The power curve 
equation for the control group was y=0.0995x-0.384, and for the experimental group it 
was y=0.1044x-0.4079. Both graphs have a good fit to the power curve (0.92 for the 



Investigating the Effectiveness of Problem Templates on Learning in Intelligent Tutoring 
Systems      7 

control, 0.89 for the experimental). This indicates that not only did both groups learn 
domain-specific knowledge at a relatively high rate, but that they did it equally well. 

   

y = 0.1044x-0.4079

R2 = 0.8859

y = 0.0995x-0.384

R2 = 0.9168

0

0.02

0.04

0.06

0.08

0.1

0.12

0 2 4 6 8 10 12 14 16

Number of times relevant

Pr
ob

ab
ili

ty
 o

f v
io

la
tio

n 
of

 c
on

st
ra

in
ts

Control

Experimental

Power
(Experimental)
Power (Control)

 
Figure 1: Learning curves for both groups 

Some restrictions to this research exist. First, the time of evaluation was relatively 
short due to time constraints. Generally, under non-ITS instruction (e.g. sports), 
students take much longer periods of time to compile (create and organise) PTs. 
Compiling templates however, takes them from being intermediate users to mastery. 
Second, PTs taught by human tutors are generally compiled by combining the 
knowledge of many experts and refined over a period of years. Third, although PTs 
can be learned implicitly and automatically, they are generally taught explicitly. In 
this study, students did not undergo formal teaching of PTs. In spite of these 
restrictions, the experimental group learned domain-specific knowledge at an equally 
high rate, and attempted and solved the same number of problems in shorter periods 
than their counterparts in the control group. 

5. Conclusion and Future Work 

This research introduced the idea of problem templates as mental constructs that 
experts use to quickly retrieve large amounts of domain-specific information and 
solve problems seemingly effortlessly. The main goals of the research were to explore 
the validity of such a construct, investigate if physical representations of PTs could be 
created and implemented in an ITS, explore if student modelling and pedagogical 
decisions (such as problem selection and feedback) can be made based on them, and 
examine their effects on learning within the ITS. A review of prior research of 
memory and expertise, and exploration into examples of expertise traits in other 
domains provides justification for the existence of such a construct. Furthermore, 
physical representations of templates were created and implemented in SQL-Tutor. 
Pedagogical decisions and student modelling were also carried out using PTs. Results 
from an evaluation study show that high levels of learning can be achieved using PTs 
in ITSs.  
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Proposed future work in this area include an evaluation study conducted over a 
longer period of time to collate sufficient data, exploring the ability of template 
creation (including their implementation and evaluation) in other domains, and 
conducting scientific studies to comprehend the processes used by human tutors and 
students when using PTs. 
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