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Abstract. We describe how conventional automatic keyphrase indexing with 
domain-specific thesauri can be adapted to indexing with the lexical database 
WordNet. The goal of indexing is to determine the main topics of a document. 
WordNet organizes words into synonymous groups called synsets that represent 
single concepts. The proposed algorithm first maps document phrases onto 
WordNet synsets and then determines the most significant by exploring their 
statistical and semantic properties. To evaluate the algorithm we compare
keyphrases assigned manually by human indexers with terms assigned 
automatically by the original thesaurus-based keyphrase indexing algorithm and 
by the one adapted for indexing with WordNet.
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1   Introduction

In a well organized document collection, full text documents–such as academic 
publications, electronic and paper books, blog articles and websites–are accompanied 
by a set of several phrases that reflect their main topics. These phrases, known as 
keyphrases, subject headings or content tags, are assigned manually either by authors
of the documents, or by professional human indexers. This so called topical indexing 
provides a natural way of storing and accessing digital collections. However, manual
indexing requires expensive resources and is practically impossible with the 
constantly growing number of electronic documents. The goal of this PhD project is 
to develop an automatic indexing algorithm that assigns keyphrase sets of equal or 
greater quality compared to manually assigned ones.

In topical indexing, keyphrases can either be freely chosen or driven from a 
thesaurus. Thesauri organize lexical knowledge of a human language by defining a set 
of terms used in a specific domain and semantic relations between them (e.g. if two 
terms are synonyms). Compared to free indexing, controlled indexing with a 
thesaurus increases the indexing consistency over the document collection. Thesauri 
can also serve as browsing tools to access documents through the semantic hierarchy 
of terms. However, thesauri have to be created and maintained manually for each 
specific domain and language, which is an expensive and time-consuming process. 



WordNet1 developed at Princeton University, is the largest lexical database of English 
language [1]. It covers a general domain with over 160,000 English words. It has been 
extensively used as a replacement for domain-specific thesauri in various natural 
language applications and is explored in this paper as a controlled vocabulary for 
keyphrase indexing. 

The structure of WordNet has significant differences to conventional domain-
specific thesauri and its usage for topical indexing is not straightforward. We first 
discuss how terms and semantic relations between them are organized in both 
resources and then propose a method for adapting WordNet for the keyphrase 
indexing task. Given a keyphrase extraction algorithm designed for indexing with a 
domain-specific thesaurus, we describe its re-implementation for indexing with terms 
and synsets from WordNet. In a small scale experiment we evaluate the performance 
of this new algorithm by comparing its keyphrases to those assigned by 6 professional 
human indexers on a set with 10 documents. These initial results provide an answer to 
the main question of this brief study within the PhD project: Is WordNet a useful 
alternative for domain-specific thesauri in the task of topical indexing?

2   Domain-specific Thesauri vs. WordNet

The main reason why domain-specific thesauri are used for keyphrase indexing is that 
they increase the indexing consistency over the entire document collection, and 
therefore the indexing quality. If two very similar documents are indexed consistently, 
i.e. with the same terms, user can efficiently locate them with a single keyphrase 
search. A thesaurus defines a controlled vocabulary with allowed terms, called 
descriptors, and a number of semantically equivalent non-descriptors, linked to them
by the USE (and inversely the USED-FOR) relations. For example, documents about 
“laptops” and “notebooks” could be indexed with the same descriptor “portable 
computers”, but they are accessible with any of these terms as long as they are listed 
in the vocabulary.

WordNet defines over 110,000 unique nouns that can be used as index terms. 
However, here semantic equivalence or synonymy is represented differently from 
thesauri. All nouns are organized into synsets (approximately 80,000), which are sets 
of words defining distinct concepts. Each synset represents a particular meaning of 
one word or several synonymous words, and each word may appear in several 
synsets. For example, the word “pupil” appears in the following synsets:

Synset 1. student, pupil, educatee (a learner who is enrolled in an educational 
institution)
Synset 2. pupil (contractile aperture in the iris of the eye)
Synset 3. schoolchild, school-age child, pupil (a young person attending school (up 
through senior high school))

Each synset contains a gloss, a short description of its meaning in brackets. In 
domain-specific thesauri, the number of different meanings for each term is 
significantly lower than in WordNet. Ambiguity is resolved by adding scope notes, 
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that similar to glosses define the specific usage of a descriptor and forward the user to 
another descriptor if necessary. E.g. descriptor “epidermis” only refers to the 
epidermis of plants; for the epidermis of animals the descriptor “skin” is used instead. 
Both thesauri and WordNet define a dense structure of semantic relations between 
terms. However, in WordNet relations inter-connect the whole synsets, with the 
exception of synonymy, which is an intra-synset relation as described above. Beside 
synonymy, both resources define hierarchical relations between generic and specific 
terms. In thesauri, they are represented as inverse broader (BT) and narrower (NT) 
links (e.g. “apple” (BT) “fruit”), in WordNet with hypernym (broader) or hyponym
(narrower) links, e.g. synset 3 for the word “pupil” (“schoolchild”) has a direct 
hypernym “young person” and two hyponyms: a “boarder”, a pupil who lives at 
school during term time, and “schoolboy”. All other types of semantic relatedness 
between terms in a thesaurus are expressed by the bi-directional links called related 
(RT), e.g. “eye” (RT) “vision”. WordNet differentiates further types of semantic 
relatedness, such as “part-whole”, membership, substance, coordinates or “sister” 
relations, antonyms and domain terms.

While for each concept a thesaurus defines a preferred term, and zero or more 
alternative terms, concepts in WordNet are represented as a set of equal synset
members. WordNet is a general resource and has higher term ambiguity than a 
domain-specific thesaurus. These two main differences present a challenge for using 
WordNet as a controlled vocabulary for keyphrase indexing. 

3   Indexing with WordNet

Keyphrase indexing with a domain-specific thesaurus is the process of selecting 
thesaurus terms that represent document’s main topics. In WordNet, the smallest 
meaningful units are not terms, but synsets, representing distinct concepts. Therefore, 
keyphrase indexing with WordNet means identifying the main synsets in a document. 
This process can be designed in two stages:

1. Candidate selection, where all WordNet synsets mentioned in the 
document are identified.

2. Filtering, where the most important synsets are chosen and 
presented in form of keyphrases to the user. 

Selection of candidates from a domain-specific thesaurus means simple mapping of 
document’s words and phrases to thesaurus terms. The same approach in WordNet 
would produce too many mappings due to the frequent ambiguity of words. At the 
same time, WordNet possesses more semantic information about terms than a 
thesaurus, which can improve the filtering performance of the indexing algorithm. 

3.1   Candidate Selection

Mapping of document’s words onto synsets in WordNet is not straightforward, 
because almost every word appears in several synsets. Ideally, the meaning of each 
word in the document needs to be disambiguated; i.e. the algorithm should choose 



only one synset per word, one that represents the concept relevant to this document. 
Word sense disambiguation algorithms usually take advantage of semantic relations 
[2]. For example, if “pupil” (cf. Section 2) needs to be disambiguated, the algorithm 
looks for semantically related synsets in its vicinity. The term “boarding school” 
would indicate that sense 3 is correct, while “vision” is an indicator for the sense 2. 

In many cases disambiguation is undecidable, because no semantically related 
words can be found, or several mappings are possible. The latter is the result of the 
fine granularity of WordNet’s synsets. Even very close meanings, e.g. synsets 1 and 3 
for the word “pupil”, are separated into distinct concepts. For natural language 
applications this granularity is unnecessary and presents additional difficulties for the 
algorithms. They are not accurate enough to be used in real-world applications. The 
best performing supervised algorithms have an accuracy of about 75% [2], but require 
manually sense-tagged corpora.

3.2   Filtering

Determining the most significant among the candidate synsets can be realized with
techniques from conventional keyphrase indexing.

Turney [3] is using a number of parameters for each candidate n-gram2 appearing 
in the document. A genetic learning algorithm determines optimal parameter settings 
using training data and the top ranked candidate n-grams are selected as keyphrases. 
Marko et al. [4] suggest computing the probability of a candidate term being a 
keyphrase as a product of conditional probabilities of its morpheme trigrams in the 
documents to which this candidate term was assigned manually. Common are fixed 
weighting schemes based on parameters such as frequency and position of a phrase in 
the document [e.g. 5]. 

Witten et al. [6], Hulth [7] and Medelyan and Witten [8] use machine learning 
techniques, where each candidate phrase is an instance, and its probability of being a 
keyphrase is computed by using a learning scheme that integrates different features, 
i.e. syntactic and semantic properties of a phrase, such as TFIDF3, position of the 
first occurrence in the document and part-of-speech sequence. Given a training data, 
where the distribution of the feature values for positive and negative examples is 
known, a model is computed that is then applied for indexing of unseen documents. 
The keyphrase extraction algorithm KEA that performs controlled indexing in this 
way [8] outperforms free indexing approaches such as [3 and 6] and requires
significantly less training data than used in [4]. Therefore, it has been adapted for 
indexing with WordNet concepts as described in the following section.

KEA is designed for domain-specific thesauri, where no word-sense 
disambiguation is required. Instead of including the complex disambiguation in the 
candidate selection stage, as described in Section 3.1, we consider all possible synset 

                                                          
2 Here, an n-gram is a phrase appearing in a text, consisting of n consecutive words. Usually, all 

n-grams extracted with n=[1,5] are considered.

3 TFIDF = freq( P, D)
size(D)

  log2
df(P)

N
, where freq(P,D) is the number of times P occurs in D,

size(D) is the number of words in D, df(P) is the number of documents containing P in the 
global corpus, and N is the size of the global corpus. This metric compares the use of a phrase
in a particular document with its general use.



mappings and rely on the indirect disambiguation in the filtering stage. We assume 
that irrelevant word senses will have lower probability values compared to relevant 
synsets and will be thus eliminated from the results.

4   Indexing with WordNet Synsets in KEA

The latest KEA version 4.14 was augmented with the Java WordNet Library (JWNL)5

to enable efficient access to the WordNet database. In the candidate selection step 
KEA extracts all possible n-grams from a document and sends them to JWNL to 
check whether they are listed as nouns in the WordNet index. If yes, synsets
containing these n-grams are included into the candidate set. A synset may become a 
candidate through one or more n-grams that are words constituting this synset. And 
each n-gram may result in inclusion of one or more synsets. Each synset has an 
occurrence count, which is the sum of frequencies of its n-grams. The next step is to 
identify a subset containing the most significant synsets for each document.

In order to build a model, a training set–where keyphrases were assigned manually 
from a domain-specific thesaurus–is used. Since many of these keyphrases are 
specific terms that are not listed in WordNet, we allow candidate synsets to be 
positive instances even if their terms only partially match manually selected 
keyphrases. For example the following Agrovoc6 keyphrases were assigned to a 
sample document: “salinity”, “irrigation”, “drainage”, “salinity control”. While the 
first three were found in WordNet, the last keyphrase was mapped to “salinity” and 
“control”. Once candidate terms are identified, we calculate their feature values. 

The original KEA [8] uses four features: the TFIDF score, the position of the first 
occurrence of a phrase expressed as the percentage of the document preceding it, the 
node degree and the length of a phrase. The length feature is specific to the thesaurus 
and the training set used in KEA: it has been observed that indexers prefer two-word 
keyphrases, although the majority of terms in the thesaurus were single words. We are 
unable to make the same assumption about indexing with WordNet and therefore 
ignore this feature. The other three features can be directly applied to indexing with 
WordNet. For example, the node degree represents how many synsets related to a 
given synset appear in the document. This feature is based on the observation that if a 
document describes a particular topic area then it covers most of the concepts related 
to this area. Therefore, candidate synsets with a high node degree are more likely to 
be significant. 

The algorithm was enhanced by a new feature called synset coverage. Given a 
synset, how many words representing this synset appear in the document? The feature 
represents the proportion of these words compared to synset’s overall size in words. 
For example, if a term “cd” was matched to two synsets {candle, candela, cd, standard 
candle} and {compact disk, compact disc, CD} and a term “compact disk” appears in 
the same document, the probability of the latter synset will be increased because 2/3 
of its representative words are covered, compared to only 1/4 of the former synset.
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6 An agricultural thesaurus, available on http://www.fao.org/agrovoc/



Each candidate synset in the training set is marked as a positive or a negative 
example depending on whether they were identified among the manually assigned 
keyphrases or not. This binary feature is the class used by the machine-learning 
scheme. The scheme then generates a model that predicts the class using the values of 
the other four features. KEA uses the Naive Bayes technique, which learns two sets of 
numeric weights from the discretized feature values, one set applying to positive 
instances (“appears in the manual keyphrase set”) and the other to negative ones 
(“does not appear in the keyphrase set”). To assign WordNet synsets to new 
documents, KEA determines candidate synsets and their feature values, and then 
applies the model built during training. The model determines the overall probability 
that each candidate is highly related to the document. 

The user selects the number of synsets (or terms) to be presented in the result set. 
The result set may contain either top ranked synsets (the set of synset words and the 
gloss), or keyphrases, which are the most frequent terms in the top ranked synsets. If a
keyphrase appears in more than one synset, more synsets are analyzed till the pre-
defined number of output keyphrases is reached.

5   Evaluation

Since there is no training data available where documents are indexed manually with 
synsets from WordNet, we used agricultural documents from the FAO’s repository7

indexed with terms from the Agrovoc. Positive examples were obtained by full and 
partial mapping of manual Agrovoc keyphrases to WordNet terms (cf. Section 4). 

After training on 30 documents, KEA’s WordNet keyphrases were evaluated on 10 
documents indexed each by six professional human indexers. Table 1 presents
Agrovoc keyphrases assigned by at least two out of six indexers (column “Human 
Indexers”), Agrovoc keyphrases extracted automatically by the original KEA 
algorithm (“KEA-4.1”), and WordNet keyphrases extracted with the adapted 
algorithm described in Section 4 (“KEA-WordNet”). The positive observation is that 
most WordNet keyphrases either match manually assigned Agrovoc terms, or are 
their direct synonyms (e.g. “towns” and “cities” in Document 3), or terms from the 
same topic area (e.g. “calorie”, “undernourishment” and “fat” in Document 1). At the 
same time, KEA-WordNet column contains more general terms than chosen by 
humans or KEA-4.1 (e.g. “consumer”, “method”, “policy”).

Table 2 shows indexing consistency in the group of professional indexers and 
consistency of both KEA versions with these indexers. The consistency was 
computed over WordNet synsets, after words and phrases in each keyphrase set were 
matched to WordNet terms with the strategy described in Section 4. 

KEA-4.1, which uses the same controlled vocabulary as the indexers, achieved 
high consistency with humans: only 10% lower than the consistency among indexers. 
KEA-WordNet has a much lower consistency with humans: about a half of what they 
have achieved. 

                                                          
7 http://www.fao.org/documents/



Document 1. The growing global obesity problem: Some policy options to address it.
Human Indexers KEA-4.1 KEA-WordNet
{overweight} {overweight} {obesity, overweight}

{taxes} {taxes} {tax}
{food consumption, food intake} {food consumption} {consumer, intake}

{feeding habits, diet} {body weight} {body weight, body}
{prices, price policies} {controlled prices, price fixing}

{fiscal policies, nutrition policies} {policies} {policy}
{nutritional requirements} {nutrition}

{developing countries} {developing countries}

{saturated fats} {calorie, fat}

{undernourishment}

Document 2. Overview of techniques for reducing bird predation at aquaculture facilities.
Human Indexers KEA-4.1 KEA-WordNet
{aquaculture} {aquaculture} {aquaculture}

{fishery production, fish culture} {fishing operations}

{fencing, noise, scares} {fencing, noise, scares, ropes} {fence, barrier, noise}
{predatory birds, noxious birds} {birds, predators} {bird, predation}
{ bird control, control methods} {frightening, method}

{damage} {damage}
{contents}

{modification}

Document 3. Feeding Asian cities: Food production and processing issues.
Human Indexers KEA-4.1 KEA-WordNet
{food policies} {food policies, food consumption} {policy}
{food supply} {food supply}

{towns} {towns} {city, land}
{urbanization, urban areas,

rural urban relations}
{urbanization, urban areas} {urbanization, urban area}

{urban agriculture} {urban agriculture}

{food production} {new products} {production, products}
{agricultural policies, agricultural 

sector, suburban agriculture}
{asia} {asian, asian country, vietnam}

{state intervention} {intervention}

Table 1. Examples for keyphrase sets assigned manually and automatically 
from a domain-specific thesaurus and automatically from WordNet.

Synsets per Document Consistency
Indexers vs. Indexers 17 58
KEA-4.1 vs. Indexers 14 48
KEA-WordNet vs. Indexers 18 30

Table 2. Consistency among human indexers and consistency of two indexing 
algorithms with human indexers in assigning keyphrases from WordNet.



6 Conclusions

Topical indexing with WordNet differs from indexing with a domain-specific 
thesaurus. While conventional thesauri define a set of controlled terms that ensure 
consistent indexing and allow assigning domain-specific keyphrases, WordNet’s 
structure is not designed for indexing purposes and its terminology is more general. 

Due to the unique organizational structure of WordNet, indexing algorithms 
designed for domain-specific thesauri need re-implementation. We have proposed an 
indexing method that does not require additional resources such as word sense 
disambiguation and performs well in assigning general topics to documents.

WordNet covers only a fraction of specific terms covered by a thesaurus like 
Agrovoc, but its short and rather general terms are not necessarily worse keyphrases. 
This general indexing might be useful for other purposes than conventional indexing
of domain-specific document collections. Keyphrases assigned from WordNet are 
similar to search queries in general search engines, which are mostly general single 
words. WordNet could be a suitable vocabulary for general keyphrase indexing of
websites from a mixed domain, as an addition to full-text search. In a domain-specific 
document collection indexing with terms from WordNet would make sense in cases 
when laypersons without the knowledge of the domain-specific terminology need to 
access the documents. WordNet is also a useful alternative for indexing in domains 
for which domain-specific thesauri are unavailable. 

The presented results for indexing with WordNet can be improved as the algorithm 
has not been fully adjusted to WordNet’s properties to take the maximum advantage 
out of its rich semantic resources. Beside the word sense disambiguation component, 
which would be desirable in the candidate selection stage, the algorithm would also 
benefit from WordNet specific filtering features. Training and testing data, where 
each document would be manually indexed with WordNet synsets instead of Agrovoc 
terms, would be necessary for the further development of the indexing algorithm. 
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