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Abstract. Nonblocking concurrent data structure implementations are
complex and hard to reason about. We are investigating how model
checking tools can be used to find errors in, and to verify properties
of, these algorithms.

1 Introduction

Concurrent data structure implementations have traditionally been designed us-
ing locks to implement mutual exclusion among the threads at critical sections.
Nonblocking algorithms generally provide much better efficiency and scalability
than those based on mutual exclusion. However they are also harder to design
and reason about; many papers have been published containing algorithms with
bugs [DFG+00, SHC00], some with pseudo-mathematical ‘proofs’. One approach
for avoiding incorrect algorithms is to formally generate them in a way that en-
sures their correctness. A number of general methods have been proposed for
constructing nonblocking implementations from sequential and lock-based ones,
but the performance of the resulting algorithms is very poor compared with
the corresponding lock-based algorithms [LaM94]. Also, some efforts have been
made towards refinement-based methods that produce correct implementations
by construction [AC05, GC06]. An alternative approach is to use formal methods
tools to discover the existence or verify the absence of bugs in a given algorithm.

Colleagues at Victoria University and Sun Microsystems are investigating
the use of deductive proof methods using theorem proving tools; they have ver-
ified the linearisability correctness condition for a number of nonblocking data
structures in PVS1 [DGLM04, CDG05, CG05, CGLM06]. Verifications by theo-
rem provers are, however, difficult and time-consuming. Furthermore, if a proof
attempt has stalled it is not always easy to tell whether it is due to a bug in the
algorithm or simply inexperience or mistakes on the part of the user [Doh03].

Model checking [CGP99] is an automated formal verification technique that
explores the entire state space of a finite-state system, checking a specification
property (traditionally in a temporal logic). Thus it is able to determine the
satisfiability of the property in the system, returning “yes” if it is true, and “no”
otherwise, along with a counterexample — an execution trace leading from an
initial state to an error state. As the state space of a concurrent data structure
1 Prototype Verification System, http://pvs.csl.sri.com



is infinite, model checking can only be applied to a finite instantiation — with
a bounded number of threads etc — or to a finite-state abstraction.

The aim of my research is to investigate how model checking can be applied
to verify nonblocking data structure implementations. The key problems are how
to represent the systems and properties of interest, and how to construct finite-
state models that can be used to prove properties of the general infinite-state
systems. In this paper we describe this project, focussing on how to model check
the linearisability correctness condition.

2 Nonblocking algorithms

One of the greatest concerns with concurrent software is how to synchronise
access to shared information and prevent “data races”. Each thread can have
any number of steps from other threads interleaved between two of its own steps,
so it needs some way of ensuring consistency of at least some information between
steps. For example, if two threads are both attempting to increment a shared
variable x, they might both execute read(x) and receive the value 0, then both
execute write(x, 1), effectively losing the result of one operation.

The most common method for dealing with this issue is to employ mutual
exclusion through the use of locks. Locks grant access to a particular area of
memory to only one thread at a time — a thread must acquire the lock before
it enters the critical section that accesses the memory, and must release it after-
wards. Locks do solve the synchronisation problem — each thread is guaranteed
that no other will alter the data whilst it holds the lock — but they can intro-
duce additional problems. The system can halt in a deadlock when all threads are
waiting for a lock to be released, it can exhibit near-sequential behaviour when
fast threads are convoying through a sequence of locks behind a slow thread, or
it can experience priority inversion when a high priority thread is forced to wait
for a lower priority one.

Avoiding explicit locks does not guarantee nonblocking behaviour, so it is im-
portant to formally state the behaviour that is desired of a system. An algorithm
is wait-free if every thread is able to complete an operation within a finite number
of its own steps. This property ensures that every thread will make progress, in-
dependent of the number and behaviour of other threads. Wait-freedom captures
the ideal notion of nonblocking behaviour, but in practice wait-free algorithms
are usually expensive to implement, and few algorithms have been proposed that
are deemed to be of practical significance. Alternatively, an algorithm is lock-
free2 if some thread is able to complete an operation within a finite number
of steps of the system. This property ensures that the system will always make
progress, independently of the number and behaviour of individual threads. In
contrast to wait-freedom, it sacrifices individual guarantees of progress for a
system guarantee of progress. This is less than ideal, but is often good enough

2 Some authors use the term “nonblocking” to refer specifically to this property, rather
than the collection of such properties.



in practice — a thread is infinitely delayed only if other threads complete an
infinite number of operations.

2.1 Correctness

The sequential approach to correctness is to observe the states of a data struc-
ture at the invocation and response of an operation to determine whether it
has been applied ‘correctly’. This is meaningless for concurrent data structures
though, as multiple operations can occur at the same time. The intuitive notion
of correctness that we adopt in this context is that an operation must appear to
take effect atomically at some point between its invocation and response by an
outside observer with no knowledge of the internal state, such that the result-
ing ordering of operations forms a correct sequential execution. This notion is
captured by the linearisability correctness condition (sometimes referred to as
atomicity), which was introduced by Herlihy and Wing [HW90].

3 Model Checking Linearisability

3.1 Example

We will use the algorithm presented in Figure 1 as a running example. This is a
simplification of Treiber’s lock-free stack implementation [Tre86]. The modified
algorithm never frees memory back to the system, meaning that it is inefficient
for practical purposes but simpler for explanatory and exploratory purposes.
The stack employs a linked list, and operations take “snapshots” of the Head
pointer (ss) and its next pointer (ssn) before attempting to update the stack
using Compare-and-Swap (CAS). CAS is an atomic operation that updates a
location only if it contains an expected value — see Figure 2.

The push operation allocates a new node, and enters its value. It then takes
a snapshot of Head, points its next field at the snapshot and then, if Head has
not changed, makes Head point to the node. If Head has been modified since
the snapshot was taken, CAS returns false and the operation retries. The pop
operation is similar. It takes a snapshot of Head and checks to see if it is null; if
so the stack is empty. It then reads the values of the snapshot node and attempts
to point Head to the next pointer.

3.2 Modelling the Implementation

In any real deployment of this algorithm the data structure will be part of a
much larger system, with threads accessing many other data structures as well.
However the other parts of the system will not affect the stack data structure, so
without loss of generality we can use a model that contains only one stack. Our
model has global variables containing the shared data structure and a collection
of threads, each with its own local variables. Each thread is nonterminating and
nondeterministically performs an infinite sequence of operations. The threads



type Node = {val: T; next: Node};

shared Head: Node := null;

push(v:T)

1. n := new(Node);

2. n.val := v;

3. repeat

4. ss := Head;

5. n.next := ss;

6. until CAS(Head,ss,n)

pop(): T

1. repeat

2. ss := Head;

3. if ss = null then

4. return empty;

5. ssn := ss.next;

6. lv := ss.val;

7. until CAS(Head,ss,ssn);

8. return lv

Fig. 1. Lock-free Stack

CAS(*loc: T, old: T, new: T): Boolean

atomic

if *loc = old then

*loc := new;

return true

else

return false

Fig. 2. Pseudocode for Compare-and-Swap

have an idle state, in which they are not performing any operation, and from
which they can choose to perform either a push or a pop. When they reach the
end of the operation they return to the idle state and choose another operation.
The first step of an operation is called the invocation and the last the response.

In the initial state of the system the stack is empty (Head is null) and all
threads are idle. Each operation consists of a number of atomic steps, and in
any execution of the system the atomic steps of different threads may be non-
deterministically interleaved, i.e. two sequential atomic steps of one thread may
be separated by any number of atomic steps from other threads. Thus the set
of all reachable states includes the initial state and any state that results from
performing a single atomic step of any thread in a reachable state.

3.3 Linearisability

The stack implementation is linearisable if each operation appears to take effect
atomically at some point between its invocation and response. Thus, we need
to identify the “linearisation points” at which this occurs. For a push operation
this is at line 6 when the CAS returns true, which happens exactly once in each
push. It is at this point that the value v can be considered to be “pushed” into
the stack, as it is now pointed to by Head, and is accessible to other threads.
Similarly, for a pop operation that returns a value, the linearisation point is at
line 7, when the CAS returns true. It is at this point that the Head pointer is
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Fig. 3. Thread i of a concurrent stack specification

incremented to the second node in the list (or to null for a one element list)
so the first element can be considered “popped”. The linearisation point for a
pop operation that returns empty is less straightforward. It is at line 2, when
the snapshot is taken and Head is null, as this is the point where the operation
“observes” an empty stack. It is not the subsequent test at line 3 because the
stack is definitely empty at line 2 (when Head is null) but by line 3, when
the thread inspects the snapshot, another thread may have performed a push
operation so the stack may not be empty anymore.

Having identified potential linearisation points, we need to verify that they
are actually places where the operations can appear to take effect atomically.
To do so, we construct another system that is a concurrent specification of the
data structure. It contains the same global variables as the implementation, but
its threads are different. The threads perform the entire operation in a single
atomic step, as a sequential specification does, but it performs the invocation
and response as separate steps. Figure 3 displays a state transition diagram
for a single thread of the concurrent stack specification. The idle state, where
no operation is being performed, is the central dot. In this state, the thread
nondeterministically chooses to attempt either a push or a pop operation. If it
chooses to push a value v, it first performs the invocation (which has no effect),
then applies the full operation (allocating a new node with v, pointing Head to
it and pointing its next field to the old value of Head), and finally it performs
the response (also no effect), which returns it to the idle state. These three steps
are atomic, and can be interleaved with the atomic steps of other threads. The
behaviour is similar if the thread chooses to perform a pop operation, except that
after the invocation it may perform either an applyi(pop,v) (recording the value
v of Head.val and reassigning Head to its next value) or an applyi(pop,empty)
(which has no effect) depending on the value of its stack representation.

Now, the linearisability of the implementation is equivalent to trace inclusion
by the concurrent specification, i.e. every sequence of invocations, linearisation
points and responses generated by an execution of the implementation can also
be generated by the specification. One way to prove trace inclusion of two sys-
tems is to show that there is a simulation between them; this is a stronger
property that implies trace inclusion. The deductive proofs in PVS used this
approach [CDG05], and Smith and Derrick have shown how to model check for-



ward simulation, using large formulas in computation tree logic [SD05]. Instead,
for these systems, we can check trace inclusion directly and more efficiently by
providing the trace of the implementation as input for the specification to see
if it is able to generate the same set of traces. We synchronously combine the
implementation and the specification into a new system where one atomic step
comprises a single atomic step from each component. Additionally, the specifi-
cation does not make a nondeterministic choice of the available atomic steps,
but performs the step that matches the step performed by the implementation.
For example, if thread 7 in the implementation performs the step that is the
invocation of a push(v) operation, then thread 7 in the specification performs
the step inv7(push(v)). If the implementation performs a step that is neither
an invocation, linearisation point nor response then the specification performs
a “stuttering” step that has no effect. Alternatively, the specification may be
unable to perform the step that matches the implementation’s step, e.g. the im-
plementation has performed the step that is the linearisation point for a pop
returning value a, but the first element in the specification’s stack is b, allow-
ing applyi(pop, b) but not applyi(pop, a). In this situation, the system enters an
error state.

If the specification can perform the appropriate step to match every step
performed by the implementation throughout the whole system then we have
shown that any execution of the implementation is equivalent to one where
each operation is applied atomically at some point between its invocation and
response, i.e. it is linearisable.

This property can be easily expressed in a model checker as the invariant
that the error state is never reached. I have used this method to examine both
finite instantiations of this algorithm and a number of others, using the model
checkers Spin3 [Hol04] and SAL4. Predictably, it found no bugs in the algorithms
that have been proved correct, but it also quickly and easily discovered bugs in
the algorithms that were known to be incorrect.

4 Limitations

The method described in the previous section has two general limitations on its
applicability. The first is due to linearisation points not always being as nicely
behaved as with the stack example. It may be possible that one step of the
implementation corresponds to more than one step of the specification, and/or
that the linearisation point of an operation may be a step of another operation
(by a different thread). This situation can be accommodated by asynchronously,
rather than synchronously, composing the implementation and specification.

Additionally, in some algorithms it can be possible that a step may or may
not be the linearisation point of an operation, depending on the future behaviour
of other threads. In other words, it is not possible to determine at that point
in the execution whether the specification should perform a matching operation
3 http://spinroot.com
4 Symbolic Analysis Laboratory, http://sal.csl.sri.com



step or not. One possible solution is to replace the specification system with
an intermediate system that is similar but allows multiple “linearisation point”
steps for some operations. To complete this approach we are also required to
show that the intermediate system is linearisable, but by traversing the state
space in reverse, which is more difficult.

The second limitation is that model checkers can only verify properties of
finite-state systems, but these algorithms are in general infinite-state. They fail
to be finite because of three factors: the number of threads, the maximum size
of the data structure and the cardinality of the data elements. In any real world
implementation these will be finite, but there is no theoretical limit on how large
they can be, so for verification purposes we consider them to be unbounded.

There are two ways of producing finite-state systems for a model checker.
The first is to simply create a finite instantiation by placing bounds on these
numbers. This is easy to achieve and is useful for bughunting — any bugs found
in the instantiation are also bugs of the general algorithm. However, an absence
of bugs in part of the statespace does not guarantee correctness in general.
Alternatively, a property-preserving abstraction technique could be employed to
generate a finite-state system that represents the infinite-state implementation.
This would allow verification of linearisability for the algorithm in general, as
any property that is true in the abstract system is also true in the concrete one.
Many techniques have been proposed for abstracting infinite-state systems in
ways that preserve certain properties, but they mostly deal with only one aspect
of unboundedness. The three factors mentioned above make abstraction much
more complicated, and to date no satisfactory techniques have been applied to
these algorithms. As such, this is currently the main focus of my research.
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