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Abstract. This paper describes differences between XML and relational
database technology. In our project we had to make a choice between
them which led us to examine their functional as well as non-functional
differences. We found that XML, although widely used, is bound to a
particular set of requirements and limitations. It cannot replace the re-
lational data model, which ended up being the one we chose.

1 Introduction

This paper describes some of the work that has been done in the context of a
project to develop a platform for model-based software engineering. This plat-
form, the AP1 system [1], consists of a repository for storing models and data
instances of models, a common user interface for the integration of CASE func-
tionality, and a model-based generator technology. AP1 is essentially a set of
components that can be reused by CASE tools for typical tasks, such as data
management, data manipulation and data generation. The components are de-
signed in a way so that tools using them can be integrated easier. The common
data repository, for example, lets tools exchange data and communicate through
an event notification mechanism. That is, if one tool changes a particular data
set, then another tool can be notified. A generic editor lets users change the
data in the repository, no matter what tool created the data originally. Tools
can also be integrated with the generic editor as plug-ins, so that they can reuse
its GUI and its data modification capabilities. Because different tools may use
different models for similar data, AP1 also offers a way of specifying generators
that transform data of one model into data of another one. This helps to bridge
the differences between tools and make them more interoperable.

For the repository we had to make a choice between relational database
and XML technology. What we need is a flexible and efficient way of storing
and managing the data that is used in CASE technology, e.g. source code or
software models such as class or user interface diagrams. The data of CASE
tools can be very complex and voluminous. Note that the decision about the
underlying database technology is a very important one and should not be made
unmindfully. It has a strong impact on all the parts of the project because data
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Fig. 1. A simple PD model (left) and one of its data instances (right).

management plays such an essential role. Different database technologies do not
only affect how data is represented internally but also how it can be accessed and
modified. They can have a significant impact on the ease with which CASE tools
can be implemented. While many similar projects use XML in their data back-
end, several reasons made us rethink the suitability of XML for these purposes.
Regarding the popularity of XML and the way it is pushed by its advocates, we
thought it to be informative to describe some of these reasons in this paper.

Section 2 describes the relational data model that we ended up using for our
project. Section 3 discusses many aspects of the differences between XML and the
relational data model (RDM). In Sect. 4 we describe some of the shortcomings
of XML. The paper concludes with Sect. 5.

2 The Parsimonious Data Model

For our modeling platform we use the parsimonious data model (PDM) [2], which
is a very simple relational data model. It abstracts from some of the details nec-
essary in relational database schemas. The left side of Fig. 1 shows a concrete
PDM data model describing two recursive relations between instances of a type
Person, the mother-child and the father-child relations. The filled circles repre-
sent entity types and the lines between them represent relation types. The only
entity type in this model, Person, is represented twice in order to disentangle
the recursive relation types and thus make the diagram clearer. At the end of
each relation type we can see role names and multiplicities. The 0..1 multiplicity
at the mother role, for example, signifies that in each instance of the model a
Person can have at most one mother associated with them. This is different to
relational database schemas, which reflect the multiplicities of relation types in
the structure of their relations and not just in additional constraints. A change in
the multiplicities of a relational schema likely changes its structure, e.g. adding
an additional relation, while the topology of a PDM is invariant with regard to
changes of multiplicities. The PDM also allows us to model inheritance. Its un-
derlying relational structure allows for a clean mapping onto a relational schema,
so that RDBMS technology can be efficiently leveraged for storage and retrieval.
The right part of the figure shows a model instance of the model on the left side.
The empty circles are entity type instances and the lines between them links of
relations.
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3 XML and the Relational Data Model

The XML and the relational data models are logically equivalent. For each XML
schema a logically equivalent relational schema can be created and vice versa.
However, many XML-relational mappings are possible. A focus of research has
been the storage and retrieval of XML data on the basis of relational database
technology, e.g. [3–6]. The simplest approaches store XML data by creating edge
tables that contain all elements and attributes of XML documents and link
them with foreign keys. When processing XML queries, which are based on path
expressions, such approaches require many joins along the path denoted in such
a query. This is not performance efficient, therefore more advanced approaches
exist that combine larger parts of an XML schema into single tables. Such tables
use several columns to store multiple edges in a single row, an approach known as
inlining, so that less joins are necessary. But it is usually not entirely possible to
avoid the “shredding” of XML data into many tables and rows, and the resulting
necessity for joins. However, by using specialized indexes queries based on path
expressions can be evaluated very efficiently on relational database management
systems (RDBMS) [7], and most big commercial RDBMS provide special support
for XML data. In the following sections we want to discuss more of the differences
between XML and relational data.

3.1 XML versus Relational Data Representation in a DBMS

In general, using the physical structure of an XML document for storage and
retrieval of that document has advantages and disadvantages. If the structure of
a document is left as is, storage is fast because no restructuring is needed. The
queries on XML data follow the tree structure of the document, so having the
document stored in its original structure offers performance benefits for query
processing as well. Data that are accessed together because they are closely
related in the tree structure are likely to be stored on the same memory pages,
resulting in a good locality and less pages to be read. However, if the stored
documents are modified, having to preserve the document’s original structure in
memory may not be possible without a loss of performance. If, for example, a big
subtree is inserted into the tree of the document, the memory structure has to be
reorganized in most cases to make space for the insertion. The mismatch between
the linear structure of conventional computer memory and the tree structure of
XML results potentially in memory collisions and fragmentation. In contrast to
this, the tables of a RDB are inherently linear and unordered so that memory
management is more flexible and such problems can be avoided, possibly at the
cost of a reduced locality. Only the technique of clustering, which is sometimes
used in RDBMS, results in hierarchical physical structures similar to those of
XML, having the advantages and disadvantages similar to the aforementioned
ones. If an XML document makes use of element references, such references
have to be resolved during query processing, similar to relational joins. In such
cases having the XML tree structure in memory does not provide performance
benefits. DBMS that use XML as the basis of internal data representation may
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be suitable for information storage and retrieval with path expressions, but not
for data that is updated frequently.

3.2 Data Integration

XML is frequently introduced as the de facto standard for exchanging and in-
tegrating data on the Web. It is important to understand what makes XML
suitable for data integration and how it is actually related to the Web. First of
all, one has to note that, like any multi-purpose data model, XML is inherently
only capable of syntactic data integration. By storing data in XML, we can read
and access its structure, using an XML parser. This, however, does not mean
that we understand the meaning of the data and can relate it to other data in a
meaningful way. Syntactic integration is a prerequisite for, but does not include,
semantic integration. As described, for example, in [8], semantic integration can
be achieved by translating between different concrete data models. XML comes
with accompanying technologies like the Extensible Stylesheet Language (XSL),
that can be used to define transformations between different XML schemas or
from an XML schema to a different representation. This, however, is not a unique
property of XML. There exist many other methods for data transformation.

3.3 Self-Descriptiveness

XML is often described as being self-descriptive. It is important to be aware
of the degree to which XML documents describe the data they contain and
how this differs from other data models. XML is a textual format, and thus it
can be read with every text editor. It is therefore often referred to as human-
readable, but this alone only contributes to accessibility but not to its self-
descriptiveness. The fact that data is human-readable does not imply that it
is human-understandable. XML data can be typed, which means that an XML
document can optionally specify a schema that describes its structure. Apart
from the possibility of a well-specified structure, self-descriptiveness of XML
documents comes down to the fact that XML data elements have textual labels
which serve as their names. If these names are chosen well then they may betray
the semantics of the respective data elements to a human reader. In general, a
machine operates only on a syntactic level. It may infer a schema for an XML
document, if it is not already given.

Is XML more self-descriptive than other data models? We want to make a
comparison with the relational data model as it is used in SQL. First of all, rela-
tional data always has a schema, and a relational schema is well-defined, similar
to an XML schema. All tables and columns of such a schema have names, similar
to the element and attribute names of an XML document. SQL is a textual lan-
guage and can be used for data as well as for metadata. It incorporates a data
manipulation language (DML) for data modification and retrieval and a data
definition language (DDL) for the specification of data types and constraints.
With SQL one can thus incorporate a relational schema as well as data in a
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single document. Relation and attribute names would be just as much part of
such a document as element and attribute names in XML.

3.4 Usability

XML emerged in the late 90’s, which was the time of the big bubble of web-based
e-commerce. In spite of the damage the web-hype has done to the reputation
of Internet technology, the World Wide Web has established itself firmly as the
primary medium of the digital world. HTML has gained huge popularity, and
its simple textual markup structure has fostered a lot of end-user development.
This trend can be seen as an important historical factor for the development
and proliferation of XML. HTML is a user interface description language and
therefore tailored to the representation of data. XML is a general-purpose data
model because it does not imply any particular semantics. Users are free to, or
rather compelled to, specify the semantics on their own. This is what is meant
by XML’s separation of content and layout.

When comparing XML and textual relational notations of data it becomes
clear that the nested, hierarchical way used in markup languages is often easier to
handle for humans than the relational graph representations consisting of sets of
edges. The reason is that the hierarchical representation groups together related
data elements so that logical association is reflected in the physical locality of the
representation. In contrast to this, the elements in a set of edges do not possess
such a hierarchical structure but exist usually in a plainly linear representation.
An example for this are SQL insert statements, which are logically equivalent to
sets of tuples.

A lot of data have a mostly hierarchical structure, that is why the hier-
archical markup representation is adequate. However, if data are not mostly
tree-structured but have, for example, merely the structure of a directed acyclic
graph, then the ease of use of such a notation diminishes and tool support
becomes more important. Hierarchical textual representation becomes less and
less suitable with the degree to which the data deviates from a purely tree-like
topology because the degree to which associated data can be grouped locally
decreases.

In XML we have to make use of node references using node identities in order
to specify associations that do not fit into a tree, or specify data redundantly.
Unfortunately there is a disparity between the identity of XML data by element
identity and the identity by data value [9]. Element identity is representation
dependent because data can be represented redundantly, i.e. the same data can
be represented in several duplicate XML elements. Value identity is purely on a
logical level, and the only choice in SQL.

One has to note that with proper tool support, e.g. a structural editor, the
question about the underlying physical representation of data is irrelevant. The
user only sees the data through the user interface of the tool, so what matters
is the representation of the data in the user interface. A good tool offers several
representations, so that the user can choose if, e.g., the data are represented as a
tree or in a graph-like visualization. On this level the physical representation may
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at most affect non-functional requirements. XML is known to have shortcomings
with regard to performance, space consumption and security [10].

A property that certainly encourages the use of XML is the possibility to
define ad hoc structures very easily. The syntax of XML is relatively simple
and data can be stored without previously specifying its schema. While this
may be an advantage if the aim is to store and retrieve small amounts of data
relatively easily, it can become a serious problem on a larger scale. In many
organizations XML data is used without having a proper schema definition,
and in the long run this leads to confusion and additional cost. Furthermore,
myriads of different competing XML-based standards have emerged over the
years in nearly all domains, with only few of them being widely accepted. In the
domain of e-commerce, for example, there are many incompatible XML-based
“standards” [8], and even more in-house standards used by individual companies.
XML has not solved the interoperability problem caused by the presence of too
many competing standards, but rather lifted it onto the level of different XML
schemata and semantics.

4 Problems of XML

There are cases where XML distinguishes between different representations of
data although they are logically equivalent. This significantly drags down the
level of abstraction and complicates data integration and the language as a tool
itself. For example, XML introduces the notion of attributes, although they are
equivalent to leaf elements, i.e. elements without further subelements. It means
that schema developers frequently have to make irrelevant decisions whether a
data value should be stored as attribute or leaf element, but it is exactly those
arbitrary decisions that can render schemas incompatible. Another distinction
is that between subelements and references: XML distinguishes between nested
elements and references to equivalent elements that are defined somewhere else.
In general, distinctions in the representation that are not founded in the logical
structure of data and are not made transparent to users are an unnecessary
source of incompatibility. In the following sections we want to discuss briefly
some of the shortcomings of XML.

4.1 Ordered Data Elements

In XML elements are always ordered, and this is in many cases an overspecifica-
tion. Even if the order of elements is not relevant for an application, it has to be
maintained by a DBMS, creating an overhead. Hence, the DBMS loses flexibility
when managing the data: either it has to use the order in memory or maintain
additional ordinal data. Furthermore, having order on data when it is not part of
a system’s specification violates a rigorous information hiding principle: a user
may exploit document order to create behavior that does not conform to the
specification. RDBMS do not have to care about the order of records and can
therefore manage storage space more easily. Order is only sometimes needed for
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real data, and if so, often naturally given by ordinal attributes, e.g. a timestamp.
If order of data is important, it can be modeled in the relational schema, see for
example [11].

4.2 The Root Problem

XML not only requires data to have a mostly hierarchical structure, but also
requires it to have a single natural hierarchy in order to be suitable as data rep-
resentation. The standard ways to query elements in XML, XPath and XQuery,
rely on path expressions that identify an element in the tree by the path from
the root. Path expressions as a way of addressing elements can have a severe
impact on the way XML data is stored, e.g. see [5]. Unfortunately, for many
data models the choice of the root is rather arbitrary, i.e. many different roots
would be possible. Let us look at two different XML representation of the model
instance on the right side of Fig. 1:

<person> <name>Jack</name>

<mother> <person> <name>Gill</name> </person> </mother>

<father> <person> <name>John</name> </person> </father>

</person>

<person> <name>Gill</name>

<child> <person> <name>Jack</name>

<father> <person> <name>John</name> </person> </father>

</person> </child>

</person>

The two variants look very different and have very different schemas, but
essentially contain the same information. Child is simply the role on the other
end of the mother-child association that can exist between two Person instances.
And we could produce many more such variants for the same data. The prob-
lem of having to choose a root element may recursively reappear for several
subtrees of an XML document. This makes the representation of data in XML
highly ambiguous and the identification of data elements using path expressions
very much dependent on the particular representation that is chosen for a data
model. This can, in fact, be a strong hindrance to data integration, since we
have to be unnecessarily strict and enforce the use of one particular, arbitrary
representation. The relational data model does not have this anomaly.

5 Conclusion

Considering the different arguments it became clear for us that XML does not
match the requirements of our model repository. XML is not a guarantee for
successful data integration but just a tool, and like any other tool just as good
as its user. There are many XML-based standards, but many such “standards”
sprout up like mushrooms, which can be a source of instability. XML mingles
issues of representation into the main purpose of a data model, i.e. storage,
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manipulation and retrieval of data on a logical level. Therefore, XML cannot
achieve the same level of abstraction as the RDM, which relies on a very simple,
well-defined, mathematical notion.
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